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 University of Oxford visual identity guidelines

At the heart of our visual identity is the Oxford logo.
It should appear on everything we produce, from 
letterheads to leaflets and from online banners to 
bookmarks.

The primary quadrangle logo consists of an Oxford blue 
(Pantone 282) square with the words UNIVERSITY OF 
OXFORD at the foot and the belted crest in the top 
right-hand corner reversed out in white.

The word OXFORD is a specially drawn typeface while all 
other text elements use the typeface Foundry Sterling.

The secondary version of the Oxford logo, the horizontal 
rectangle logo, is only to be used where height (vertical 
space) is restricted.

These standard versions of the Oxford logo are intended 
for use on white or light-coloured backgrounds, including 
light uncomplicated photographic backgrounds.

Examples of how these logos should be used for various 
applications appear in the following pages.

NOTE
The minimum size for the quadrangle logo and the 
rectangle logo is 24mm wide. Smaller versions with 
bolder elements are available for use down to 15mm 
wide. See page 7.

The Oxford logo
Quadrangle Logo

Rectangle Logo

This is the square 
logo of first 
choice or primary 
Oxford logo.

The rectangular 
secondary Oxford 
logo is for use only 
where height is 
restricted.
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Course Essentials

Who is the course for?

� MMath Part C, OMMS, MSc in Statistical Science, CDT and

DPhil students, anyone else who wants to follow along

Prerequisites

� Only true prerequisite is basic statistics and maths; course

should be self–contained

� SB2.2/SM4 Statistical Machine Learning will be very helpful:

there is noticeable overlap but because it runs at the same

time (for MSc) we will go over everything you need again

Course resources

� Everything should be available through Canvas

https://canvas.ox.ac.uk/courses/116822
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Course Structure

Course contents

� Detailed slides provided for each lecture

� Also separate set of course notes (∼ 120 pages)

� 4 problems sheets

� Recorded lectures from last year all available on Canvas site,

only minor changes to syllabus this year

Assessment

� Written examination (undergrads and masters)

� D.Phil and CDT students wanting to do the course for credit

instead will instead write a 12–page literature review on a

topic from the course and need to make arrangements for

their own marker (see course website for details)
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Topics

1. Review of fundamentals (1 hour)

2. Constrained optimization and SVMs (2 hours)

3. Kernel methods (3 hours)

4. Bayesian machine learning (1.5 hours)

5. Gaussian processes (2 hours)

6. Bayesian optimization (1 hour)

7. Deep learning (3.5 hours)

8. Latent variable models and variational approaches (2 hours)

4



What is Machine
Learning?
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What is Machine Learning?

Arthur Samuel, 1959

Field of study that gives computers the ability to learn without

being explicitly programmed.

Tom Mitchell, 1997

Any computer program that improves its performance at some task

through experience.

Kevin Murphy, 2012

To develop methods that can automatically detect patterns in

data, and then to use the uncovered patterns to predict future

data or other outcomes of interest.
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What is Machine Learning?

recommender systems
machine translation self-driving cars

image recognition
DQN Atari games

AlphaGo
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http://link.springer.com/article/10.1007%2Fs00144-010-0005-2
https://research.googleblog.com/2016/09/a-neural-network-for-machine.html
http://spectrum.ieee.org/cars-that-think/transportation/advanced-cars/deep-learning-makes-driverless-cars-better-at-spotting-pedestrians
http://bits.blogs.nytimes.com/2014/08/18/computer-eyesight-gets-a-lot-more-accurate
http://www.cs.toronto.edu/~fritz/absps/imagenet.pdf
https://www.youtube.com/watch?v=mArrNRWQEso&t=2m35s
https://blog.google/topics/machine-learning/alphago-machine-learning-game-go/


Learning from Data

� Machine learning is all about learning from data

� There is generally a focus on making predictions at unseen

datapoints

� Starting point is typically a dataset—we can delineate

approaches depending on type of dataset
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Supervised vs
Unsupervised Machine

Learning

7



Supervised Learning

� We have access to a labeled dataset of input–output pairs:

D = {xi, yi}ni=1.

� Aim is typically to learn a predictive model f that takes an

input x ∈ X and aims to predict its corresponding output

y ∈ Y.

� The hope is that these example pairs can be used to “teach”

f how to accurately make predictions.

� Most common examples are classification and regression
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Supervised Learning—ClassificationClassification

CatCatClassification

CatDogClassification

Cat
Flying

Spaghetti

Monster

Input x Predictor f(x) Class label y
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Supervised Learning—Regression
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Supervised LearningSupervised Learning

7

Datapoint 
Index x1 x2 x3 … xM

1 0.24 0.12 -0.34 … 0.98
2 0.56 1.22 0.20 … 1.03
3 -3.20 -0.01 0.21 … 0.93

… … … … … …
N 2.24 1.76 -0.47 … 1.16
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� Use this data to learn a predictive model fθ : X → Y (e.g. by

optimizing θ)

� Once learned, we can use this to predict outputs for new input

points, e.g. fθ([0.48 1.18 0.34 . . . 1.13]) = 2
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Unsupervised Learning

� In unsupervised learning we have no clear output variable that

we are attempting to predict: D = {xi}ni=1

� This is sometimes referred to as unlabeled data

� Aim is to extract some salient features for the dataset, such

as underlying structure, patterns, or characteristics

� Examples: clustering, feature extraction, density estimation,

representation learning, data visualization, data compression
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Unsupervised Learning—Clustering

Classification

Cat

Unlabeled Data Group into Clusters
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Unsupervised Learning—Deep Generative Models

Learn powerful models for generating new datapoints

Glow: Generative Flow
with Invertible 1⇥1 Convolutions

Diederik P. Kingma*†, Prafulla Dhariwal⇤
*OpenAI

†Google AI

Abstract

Flow-based generative models (Dinh et al., 2014) are conceptually attractive due to
tractability of the exact log-likelihood, tractability of exact latent-variable inference,
and parallelizability of both training and synthesis. In this paper we propose Glow,
a simple type of generative flow using an invertible 1⇥ 1 convolution. Using our
method we demonstrate a significant improvement in log-likelihood on standard
benchmarks. Perhaps most strikingly, we demonstrate that a flow-based generative
model optimized towards the plain log-likelihood objective is capable of efficient
realistic-looking synthesis and manipulation of large images. The code for our
model is available at https://github.com/openai/glow.

1 Introduction

Two major unsolved problems in the field of machine learning are (1) data-efficiency: the ability to
learn from few datapoints, like humans; and (2) generalization: robustness to changes of the task or
its context. AI systems, for example, often do not work at all when given inputs that are different

⇤Equal contribution.

32nd Conference on Neural Information Processing Systems (NeurIPS 2018), Montréal, Canada.

Figure 1: Synthetic celebrities sampled from our model; see Section 3 for architecture and method,
and Section 5 for more results.

These are not real faces: they are samples from a learned model!

1D P Kingma and P Dhariwal. “Glow: Generative flow with invertible 1x1 convolutions”. In: NeurIPS. 2018.
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Unsupervised Learning—Deep Generative Models

Once learned, we can use this for a number of tasks like

manipulating an image:Figure 4: Random samples from the model, with temperature 0.7.

Figure 5: Linear interpolation in latent space between real images.

between the latents to obtain samples. The results in Figure 5 show that the image manifold of the
generator distribution is smooth and almost all intermediate samples look like realistic faces.

Semantic Manipulation. We now consider modifying attributes of an image. To do so, we use the
labels in the CelebA dataset. Each image has a binary label corresponding to presence or absence of
attributes like smiling, blond hair, young, etc. This gives us 30000 binary labels for each attribute.
We then calculate the average latent vector zpos for images with the attribute and zneg for images
without, and then use the difference (zpos � zneg) as a direction for manipulating. Note that this is a
relatively small amount of supervision, and is done after the model is trained (no labels were used
while training), making it extremely easy to do for a variety of different target attributes. The results
are shown in Figure 6 (appendix).

Effect of temperature and model depth. Figure 8 (appendix) shows how the sample quality and
diversity varies with temperature. The highest temperatures have noisy images, possibly due to
overestimating the entropy of the data distribution; we choose a temperature of 0.7 as a sweet spot
for diversity and quality of samples. Figure 9 (appendix) shows how model depth affects the ability
of the model to learn long-range dependencies.

7 Conclusion

We propose a new type of generative flow and demonstrate improved quantitative performance in
terms of log-likelihood on standard image modeling benchmarks. In addition, we demonstrate that
when trained on high-resolution faces, our model is able to synthesize realistic images.

References
Deco, G. and Brauer, W. (1995). Higher order statistical decorrelation without information loss.

Advances in Neural Information Processing Systems, pages 247–254.

3For 128⇥ 128 and 96⇥ 96 versions, we centre cropped the original image, and downsampled. For 64⇥ 64
version, we took random crops from the 96 ⇥ 96 downsampled image as done in Dinh et al. (2016)
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1Kingma and Dhariwal, “Glow: Generative flow with invertible 1x1 convolutions”.
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Other Types of Machine Learning

� Reinforcement learning

� Semi-supervised learning

� Meta-learning

� Online learning

� Active learning
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Discriminative vs
Generative Machine

Learning
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Discriminative vs Generative Machine Learning

� Discriminative methods directly make predictions

� Generative methods try to explain how the data was

generated

Image credit: Jason Martuscello, medium.com
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Discriminative Machine Learning

� In supervised settings, discriminative methods directly learn a
mapping f from inputs x to outputs y (or some
characterization of y, e.g. class probabilities)

� Though less common, there are some discriminative

unsupervised approaches

� Training uses D = {xi, yi}ni=1 to estimate the optimal

predictive function f∗ by minimizing an expected loss (more

on this later)

� Prediction at a new input x involves simply applying the

learned predictive function
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Discriminative Machine Learning

Common approaches: neural networks, support vector machines,

random forests, linear/logistic regression, k–nearest neighbors

Pros2

� Simpler to directly solve prediction problem than model the

whole data generation process

� Typically make few assumptions

� Often very effective for large datasets (e.g. deep learning,

non–parametric approaches)

� Some methods can be used effectively in a black-box manner

Cons

� Can be difficult to impart domain expertise

� Typically lack interpretability

2Note that all these pros and cons are generalizations and may not always hold 19



Generative Machine Learning

� Generative approaches construct a probabilistic model to

explain how the data is generated

� For example, with labeled data D = {xi, yi}ni=1, we might

construct a joint model p(X,Y ) over inputs and outputs

� This in turns implies a predictive model via the conditional

distribution p(Y = y|X = x)

� Can also be generative about the model parameters θ:
e.g. with unsupervised data D = {xi}ni=1, we can construct a
generative model p(θ,X)

� This is the foundation for Bayesian machine learning
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Generative Machine Learning

Common approaches: mixture models, probabilistic context-free

grammars, deep generative models, Boltzmann machines, Bayesian

approaches

Pros3

� Allow us to make stronger modeling assumptions and thus

incorporate more problem–specific expertise

� Provide explanation for how data was generated

� More interpretable

� Can provide additional information other than just prediction

� Many methods naturally provide uncertainty estimates

3Note the all these pros and cons are generalizations and may not always hold
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Generative Machine Learning

Cons

� Tackling an inherently more difficult problem than straight

prediction

� Can impart unwanted assumptions—often less effective for

huge datasets

� Tend to require more problem–specific expertise
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Recap

� Machine learning is all about learning from data

� Supervised learning has access to outputs, unsupervised

learning does not

� Discriminative methods try and directly make predictions,

generative methods try to explain how the data is generated
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Further Reading

� Look at the course notes!

� Chapter 1 of K P Murphy. Machine learning: a

probabilistic perspective. 2012.

https://www.cs.ubc.ca/~murphyk/MLbook/pml-intro-22may12.pdf.

� L Breiman. “Statistical modeling: The two cultures”. In:

Statistical science (2001)
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